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Multi-objective learning (MOL) is common

What are the good trade-offs, and 
which trade-off to select?
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AI capabilities measured by multi-tasking
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LLM score vs cost Pareto Frontier curve

4Figure from FrontierCode 1.1 Leaderboard



Pareto optimality, Pareto front

𝑓𝑓1

𝑓𝑓2

Pareto 
front

Definition (weak Pareto optimal)
A point 𝑥𝑥∗ ∈ 𝑋𝑋 is weak Pareto optimal iff there exists 
no other point 𝑥𝑥 ∈ 𝑋𝑋 that 𝐹𝐹 𝑥𝑥 < 𝐹𝐹(𝑥𝑥∗).

min
𝑥𝑥∈𝑋𝑋

 𝐹𝐹 𝑥𝑥 = [𝑓𝑓1 𝑥𝑥 ; … ;𝑓𝑓𝑀𝑀(𝑥𝑥)]MOL
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Definition (Pareto front)
A point 𝑦𝑦 lies on the Pareto front iff 𝑦𝑦 = 𝐹𝐹(𝑥𝑥∗) for 
some Pareto optimal point 𝑥𝑥∗. The Pareto front is a 
collection of 𝐹𝐹(𝑥𝑥∗) for all Pareto optimal point 𝑥𝑥∗.



Preference-guided MOL
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Heterogeneous target preference distributions

7



Preference modeled by scalarization weights

By weights: e.g., linear 
scalarization (LS), Tchebycheff 
scalarization (TS).

Figure from [Súkeník, 2022]

Different weight could lead to different solutions on 
the PF, thus represent different preferences/trade-offs

preference
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Our goal: distribution matching on PF

What is the desired distribution of scalarization weights 
to generate the target distribution on the PF?
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Two extreme cases: uniform and delta target

Uniform and delta are two extreme distributions. 
We provide the unified distribution matching viewpoint.
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Focus of this work
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Jiang et al., “SURF: Steering the Scalarization Weight to Uniformly Traverse the Pareto Front,” NeurIPS 2026.

Our focus – Uniform coverage (a-posteriori):
First build a balanced uniform menu of trade-offs on the PF,
then let the user decide.

Liuyuan Jiang
U of R

Chentong Huang
U of R



Why uniform target distribution?
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What happens if we sample weights uniformly?
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How should we choose weights?



Prior art to address the uniform coverage

Find cover to 
maximize the 
spread/diversity

Solve constrained opt problem
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keep the same scalarization solver 
and choose better weights



Intuitive view: scalarization as a dial

For two objectives, linear scalarization solves
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Density view
A scalar: how crowded

Velocity/speed view
A vector: magnitude+direction

Two views: density and speed

Now we take the speed (velocity) views to further illustrate
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The geometry: the dial moves at uneven speed

17



SURF turns the dial using 𝚽𝚽−𝟏𝟏
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Two SURF rules
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When is the scalarization path well-defined?

 g maps original parameters to hidden space.
 Hidden strong convexity gives a unique smooth path.
 The path maps back to the Pareto front.
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The analysis is carried out in a hidden convex representation: 



Rule 1 with closed form: bandits
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For the bi-objective bandit case (single state): 

CDF map Phi has a closed form, 
thus SURF can be instantiated analytically.



Rule 2 for general case: solve LS and learn map 𝚽𝚽 jointly

In most problems, 𝚽𝚽 is unknown, 
so SURF reconstructs it from sampled points.
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The SURF algorithm under Rule 2

SURF is a scalarization wrapper: it teaches scalarization 
where to look next (what weights to sample).

23



CDF reconstruction
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Main theorem: convergence to the sampling floor
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Why the 𝑵𝑵−𝟐𝟐 floor is unavoidable
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Experiment results of SURF

Settings: MO-Gymnasium RL, and LLM alignment
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HV: hypervolume
IGD: inverted generational distance
CV: coefficient of variation



MO-Gym: Deep Sea Treasure (DST)
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Results on DST: SURF obtains better uniformity
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time cost

- treasure



Results on DST: SURF is more efficient
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Convergence comparison between SURF & UMOD on DST. 



Results on LLM alignment: SURF has better uniformity
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Reddit summarization results (2 objs: helpfulness & harmlessness)

good uniformity



Takeaway on SURF

Treat scalarization as a pushforward distribution from weights to PF 
arc length, then match that distribution to the target one.
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